Annex D1

General protocol processes

1. All three protocols (current-recruitment, recruit-to-maintain and box-flow) have a common structure. The general algorithm has six common steps:

· initialisation

· promotion/demotion

· recruitment

· recording

· leaving

· reset.

Initialisation

2. Use the 1998-99 HESA dataset for the initial protocol population. Let year i = 1998-99.

3. Remove those people who left the data in 1998-99.

Promotion/demotion

4. For the current-recruitment and recruit-to-maintain protocols, update the grade and research combination of each staff member using the flow model outlined in paragraphs 43-53 below. This uses the characteristics of the individual to estimate the probability that they will have a certain status in the next year. The individual is then randomly placed into one of the six grade and research combinations depending on the flow probabilities. In both of these protocols the estimation of the individual flows is not required in 1999-2000 because they are known for the individuals who stayed in HE.

5. For the box-flow protocol, see paragraphs 12-24 below, where the promotion/demotion and recruitment steps are calculated together. In all three protocols, the subject of study and gender of the individual remain constant but every individual is now aged by one year.

Recruitment

6. For the current-recruitment protocol, we recruit a set number of individuals to join the year i+1 staff population. In the current modelling this is set to 5,503 (the level of recruitment in 1998-99). To select our 5,503, we make 5,503 random draws from our large recruitment pool (see paragraphs 31-32) with replacement. This means that a single record from the recruitment dataset could be chosen more than once in our set of newly employed staff.

7. For the recruit-to-maintain protocol, see paragraphs 25-30, where recruitment occurs when a space is created.

8. For the box-flow protocol, the recruitment step occurs alongside the promotion/demotion step.

Recording

9. We have now generated the population for year i+1, and the necessary information can be taken from it.

Leaving

10. The modelling continues by calculating the probability that an individual leaves in year i+1, based on the individual’s updated year i+1 information, and a leaving outcome is generated from the probabilities. The probabilities are generated from the ’leaving’ model given in paragraphs 33-42.

Reset

11. Reset i = i + 1 and repeat the yearly process (that is, paragraphs 2- 10).

Specific protocol information

Box-flow protocol

12. Calculate the number of staff with each status by subject split. For example, calculate how many chemistry lecturers are present in the year i population. Do the same process for year i+1 (that is, this year’s population with the leavers removed). There will always be either the same number or less with each status by subject split in year i+1 compared with year i , because the initial year i+1 data are made up of the year i population minus the leavers.

13. Calculate how many research professors have been lost in each subject area.

14. For each subject, identify how many research senior lecturers and research lecturers are required to be promoted from the population, based on the past status flow rates calculated in paragraphs 54-56. The required number of research professors to be recruited is the shortfall of professors (compared against the year i figure) after the calculated promotions.

15. Which senior lecturers and lecturers should be promoted? The promotion flow-rate model in paragraphs 33-42 examines each staff member and calculates a probability that the individual stays at the same status or gets promoted (given that they will remain in HE next year), based on their characteristics. 

16. In the box-flow protocol no demotions are allowed. As the original promotion flow-rate model allows demotions as well as promotions, the probability of demotion for each individual is set to zero and the remaining flow probabilities are re-scaled to sum to 1. A senior lecturer has two probabilities associated with them: the probability that they remain a senior lecturer, and the probability that they will be promoted to professor. A lecturer has three probabilities: stay a lecturer, be promoted to senior lecturer, or be promoted to professor.

17. If the modelling indicates that x senior lecturers from a given subject area are required to be promoted to professor, x senior lecturers are chosen (without replacement) from the potential pool of senior lecturers in that subject area. The probability that they are chosen is based on their promotion chance calculated in the modified ’promotions flow-rate’ model (that is, with demotions eliminated). It is not necessarily true that the x senior lecturers with the highest promotion probabilities will be chosen, as a sampling method is used (Hanurav-Vijanan
 algorithm for probability proportional to size selection without replacement). For example, if only one chemistry senior lecturer was required for promotion, then firstly we would identify all the chemistry senior lecturers in the year i data who have not left. Imagine there were only two potential chemistry senior lecturers and their associated probabilities of promotion to professor were 0.24 and 0.04 given their characteristics. The first senior lecturer is six times more likely to be promoted than the second senior lecturer. The method extends to deal with more than one selection from a large population pool. This sampling method can be used to promote the correct number of senior lecturers and lecturers respectively.

18. We now need to recruit a number (say y) of research professors in a certain subject area, so from the recruitment pool (paragraphs 31-32), y professors in the correct subject area are selected at random with replacement (that is, no other characteristics apart from being a research professor and in the correct subject area affect their chances of being selected).

19. We have the target number of research professors in the subject area. The numbers of research senior lecturers in the subject area are now reduced from the original year i value because of leavers and promotions to professor, so they need to be replaced. This is completed in a similar fashion to the professors, except that promotions come only from the lecturer grade. No demotions from professor level are allowed. As before, the number of recruits is dependent on the shortfall after promotion from lecturer.

20. The process is completed by looking at how many research-associated lecturers in the subject area are required after the number of leavers and promotions to senior lecturer/ professor are calculated.

21. The whole process from professor down to lecturer is repeated for the non-research part of the subject area. As no flows are assumed from research to non-research (or vice-versa), there is no issue about which order the research/non-research areas are dealt with. This is not the case when considering grade, as promotion flows are assumed.

22. Once both the research and non-research grades have been replenished, the next subject area can be considered. The process remains exactly the same as previously but with a new subject area.

23. Using this method, the population size remains the same year on year, along with each subject area and the grades within each subject area.

24. Note that in this modelling, the known individual statuses in 1999 are not used because this invalidates one of the key assumptions of the modelling: promotions dictated by the number of leavers from a grade, rather than by past history.


Recruit-to-maintain protocol

25. We calculate for each subject group the overall number of leavers from that area (that is, the difference between the year i+1 and year i subject figure). Something similar to Table D1 is produced.

Table D1  Subject area leavers

Subject area

Column 1
Number of leavers

Column 4

Chemistry
400

.
.

Mathematics
200

26. Now for each subject area we calculate the change in the numbers of each type of status. The table now expands to look like Table D2.

Table D2  Subject area leavers split by grade

Subject area

Column 1
Status

Column 2
Change in numbers Column 3
Subject area

leavers Column 4

Chemistry
Non-research

lecturer
-200
400

Chemistry
Research

lecturer
-100
400

Chemistry
Non-research

senior lecturer
-50
400

Chemistry
Research

senior lecturer
-60
400

Chemistry
Non-research

professor
+5
400

Chemistry
Research

professor
+5
400

27. Any number in Column 3 that is greater than zero is set to zero.

28. We calculate the new total of losses by subject area for Column 3, by summing up the status groups where there has been a loss in numbers and re-expressing each status number as a percentage of the new sum. In this way Table D3 is generated.


Table D3  Modified subject area leavers by grade

Subject area

Column 1
Status

Column2
Change in numbers Column 3
Subject area

leavers Column 4
Percentage

of total

losses Column 5

Chemistry
Non-research

lecturer
-200
400
200 / (200 + 100 + 50 + 60 ) = 49%

Chemistry
Research

lecturer
-100
400
100 / 410 =

24%

Chemistry
Non-research

senior lecturer
-50
400
50 / 410 =

12%

Chemistry
Research

senior lecturer
-60
400
60 / 410 =

15%

Chemistry
Non-research

professor
0
400
0%

Chemistry
Research

professor
0
400
0%

29. As we know how many subject area leavers we have (Column 4), we can recruit this number into the subject area to keep the numbers constant in the area. If 400 people are required in a subject area and the non-research lecturers in that subject area make up 49 per cent of the total losses in the subject, then we recruit 49 per cent of 400 = 196 non-research lecturers. Therefore there is an implied final column in our recruits table. Table D4 shows the final version of the modelling table.


Table D4 Final modelling table

Subject area

Column 1
Status

Column 2
Change in numbers Column 3
Subject area

leavers Column 4
Percentage

of total

losses Column 5
Implied

number of

recruits Column 6

Chemistry
Non-research

lecturer
-200
400
200 / (200 + 100 + 50 + 60 ) = 49%
195

Chemistry
Research

lecturer
-100
400
100 / 410 =

24%
98

Chemistry
Non-research

senior lecturer
-50
400
50 / 410 =

12%
49

Chemistry
Research

senior lecturer
-60
400
60 / 410 =

15%
59

Chemistry
Non-research

professor
0
400
0%
0

Chemistry
Research

professor
0
400
0%
0

30. We select the correct number of recruits with replacement from our recruitment pool and introduce them with the baseline staff from year i+1.


Creation of the recruitment pool

31. Our recruitment pool is formed by combining the recruits from 1997-98 with the recruits from 1998-99, which creates a large recruitment dataset of around 10,000 records. Each record represents a single individual who was recruited in either 1997-98 or 1998-99. One of the key assumptions of all the modelling processes is that similar types of recruits, as in 1997-98 and 1998-99, are brought into HE in future years. Obviously this will not be the case and it is highly likely that an increased proportion of, say, women will be seen in the actual future recruits.

32. An individual is classified as a recruit to a specific year if they were not present in the core HESA staff in the previous year but do appear in the HESA record of the year in question. A recruit to 1998-99 would appear in that year’s record but would not be present in the 1997-98 record.


The leaving model

33. Considering each staff member individually, his/her leaving outcome of interest is a binary variable: 0 if he/she does not leave HE in the next year; and 1 if he/she does leave. This outcome is affected by a number of characteristics of the staff member. Depending on these features, a probability of leaving can to be estimated. A logistic regression model is used where the probability of a single binary outcome is estimated using a number of covariate adjusters in the following structure:


( yi | pi ) 


~ 
Bernoulli ( pi ),


log[ pi / ( 1 – pi ) ] 
=  
B0 + B1 * x1 + B2 * x2 + . . . BN * xN,

where yi is the leaving outcome for staff member i, pi is the probability that staff member i leaves the population, B0 is the intercept term for regression and B1 … BN are the effects of x 1 … N on leaving, where of x 1 … N  are the staff covariates.  

If we were asked to estimate the probability that a randomly chosen individual from some future population leaves, the logistic model could be used if we knew which characteristics of the individual affected leaving rates. To do this a historical dataset is used to estimate all the required variables and their effects on leaving.

34. Combining the staff population in 1997-98 with the staff population in 1998-99 forms the historical data. No effort is made (or is necessary) to identify the same individual in both  years:. once the data are combined, no reference to the year is made. So we have a large dataset with each record representing a staff member’s profile in a single year. This profile contains information on the characteristics of the staff and also whether or not they left in the year in question.

35. Using these historical data, the following available characteristics were deemed to be both statistically and practically significant(see Table D5). The estimates of the effects are also given. 


Table D5  Statistical effects of staff characteristics on probability of leaving

Characteristic
Staff member characteristic
Effect


Baseline for all staff
-4.7

Subject 

area
In a subject allied to medicine
-0.83 + 0.016 * age of the individual


In biological sciences
0.19 – 0.0064 * age


In veterinary sciences
0.95 – 0.0013 * age


In chemistry
-1.04+ 0.016 * age


In physics
-0.67 + 0.010 * age


In another physical science
-0.62 + 0.013 * age


In mathematical sciences
-0.62 + 0.009 * age


In computer science
0.45 – 0.0056 * age


In engineering
0.35 – 0.0041 * age


In the social sciences or politics
-0.09 + 0.0014 * age


In law
0.046 – 0.012 * age


In the business sciences
0.00 + 0.0012 * age


In languages
-0.32 + 0.0035 * age


In humanities
-0.25 + 0.0015 * age


In creative arts
0.96 – 0.019 * age


In education
-0.99 + 0.0246 * age


Subject area is unknown
0.0 + 0.0 * age

Gender
Is female
-0.53 + 0.031 * age – 0.00036 * age2


Is male
0.0 + 0.0 * age + 0.0 * age2

Research / Grade
Is a non-research lecturer
0.54 – 0.0066 * age


Is a research lecturer
0.18 + 0.00046 * age


Is a non-research senior lecturer
0.20 – 0.0010 * age


Is a research senior lecturer
-1.2 + 0.021 * age


Is a non-research professor
1.5 – 0.026 * age


Is a research  professor
0.0 + 0.0 * age

Other age factors
Is 65 or over
1.1


Additional age effects
0.28*age – 0.010*age2 + 0.00011*age3

36. For example, if we were required to estimate the probability of a male 32 year-old mathematical sciences research senior lecturer leaving HE next year, the following calculation would take place:


log[ pi / ( 1 – pi ) ] 
=
- 4.7 


[baseline]






– 0.62 + 0.009 * 32
[in mathematical sciences]






+ 0.0 


[is male]






- 1.2 + 0.021 * 32 
[is a research senior lecturer]






+ 0.28 * 32 – 0.010 * 322 + 0.00011 * 323 








[additional age effects]





=
-3.236


which implies that


pi 


=
exp( -3.236 ) / ( 1 + exp( -3.236 ) )





=
0.038

37. This means that the estimated probability of leaving for this specific individual is 3.8 per cent.

38. There is not a direct linear link between the characteristic effects and the probability of leaving (the link is in fact logit). But the characteristic coefficients can provide a guide to how each feature affects the leaving probability – a larger positive number indicates an increased probability of leaving. Also remember that the effects are marginal (that is, the effect of being 65 or over is estimated after taking all the other factors into account). The baseline is a research professor in an unknown subject area who is male and is 0 years old (this is set for statistical and comparison reasons but is not practically sensible).

39. The most interesting feature of this leaving model is how age is modelled. We would not expect age to have a direct linear relationship to probability of leaving because those staff members who are relatively young or relative old are more likely to leave than those in mid-life. Therefore the age relationship to leaving requires a squared-term alongside a linear term. A cubic-term is also included, as the age versus leaving effect is not symmetric around a certain age. These effects have both a statistical and a practical validity for inclusion in the modelling, and form an important part of modelling leaving rates. 

40. See Figure 9 in the main report to see how age affects the probability of leaving for a male engineering non-research lecturer.

41. In addition, the modelling recognises that there are different leaving effects depending on which subject the staff member falls into, and it allows for a different age effect depending on the subject area. Young law staff have a much higher probability of not being present in HE in the next year compared with the other subjects, but this increased leaving effect diminishes as the law staff grow older.

42. A difference in leaving rates in the genders is accounted for and, once again, allows for a different age profile effect between males and females. The same is true for which grade/research level the individual is at. An additional term is included for members of staff who are 65 or over, as this age range has a much higher rate of leaving due to retirements.

Promotion/demotion flow model

43. Given that a staff member remains in HE there are different probabilities of which status the individual will have in the next year, depending on the individual staff member’s characteristics. There are six potential outcomes for each member of staff, that is, the six status levels in the next year. The order of the status levels is not clear: for example, does a non-research senior lecturer hold a higher status than a research lecturer? If there was an obvious ordering, standard logistic regression methods could be used.

44. When considering promotion and demotion, there are a number of staff characteristics that could affect the flows: age, gender, current status, and subject. If we treat all the variables as categorical, we could use a tabulation tactic for establishing probabilities. The following description shows how this could be done.

45. Separate age into different blocks: <30, 30-34, 35-39, 40-44, 45-49, 50-54, 55-59, 60-64, 64+. Cross the age categories with gender to form a 2x9 table, and in each cell of the table record how many of that type of individual went into each status in the next year. Table D6 shows the structure.

Table D6 Flow modelling approach

Age
Male
Female


Lecturer
Senior lecturer
Professor
Lecturer
Senior lecturer
Professor


N-R
R
N-R
R
N-R
R
N-R
R
N-R
R
N-R
R

<30
2
3
2
3
2
1
1
1
1
2
3
0

30-34
4
2
3
2
1
1
1
0
0
0
2
0

35-39
3
2
1
0
0
2
2
3
3
2
1
0

.
.
.
.
.
.
.
.
.
.
.
.
.

65+
4
3
3
4
3
1
1
1
0
0
1
1

R = Research; N-R = Non-research

46. Then convert this table into a single column, with each row identifying a single type of individual from the original cross-tabulation (Table D7).

Table D7  Modified flow table

New identifier
Lecturer
Senior lecturer
Professor


Non-research
Research
Non-research
Research
Non-research
Research

<30, 

Male
2
3
2
3
2
1

30-34, Male
4
2
3
2
1
1

.
.
.
.
.
.
.

65+,

Male
4
3
3
4
3
1

<30,

Female
1
1
1
2
3
0

30-34, 

Female
1
0
0
0
2
0

.
.
.
.
.
.
.

65+,

Female
1
1
0
0
1
1

47. This new characteristic identifier can now be cross-tabulated with one of the unused characteristics, for example current status, which will create another two-dimensional table that can be collapsed in the same way as before into a single column. This process can be repeated with any remaining variables. With the four characteristics mentioned, Table D8 is produced.

Table D8  Final flow modelling table

Staff

Type
Status level in following year


Lecturer
Senior lecturer
Professor


Non-research
Research
Non-research
Research
Non-research
Research

< 30, Male,

Non-research lecturer,

physics
6
0
3
2
0
2

30-34,

Male,

non-research

lecturer,

physics
2
0
0
0
0
0

.
.
.
.
.
.
.

< 30,

Female,

research

lecturer,

other

physical

sciences
0
1
0
0
0
0

.
.
.
.
.
.
.

65+,

Female,

research

professor,

biological

sciences
0
1
0
0
0
1

48. The probabilities of having each status in the forthcoming year can then be easily inferred, given a combination of characteristics.

49. The principal problems with this method are data sparseness and not treating age as continuous.  The data sparseness issue occurs because specific types of people are being identified and no information is borrowed from other staff members with similar characteristics. For example, the 50-54 year-old, non-research, female professors in chemistry share no link with and provide no information towards the 50-54 year-olds, non-research, male professors in chemistry. We need a model-based approach to deal with this sparseness issue, as the cross-tabulation approach is equivalent to fitting a model-based approach with all interactions present. A model-based approach also allows us to use age as a continuous variable, and helps us provide more information in the analysis.

50. The model-based approach we use has the same ideals as the cross-tabulation method but allows us to select which interaction terms we require. It is based on ANOVA with a categorical outcome (a categorical data modelling approach is used
)

51. The test or history data for estimating the promotion/demotion effects of staff characteristics were formed from the 1997-98 and 1998-99 staff records.

52. For each year, any staff members who left were removed and the remaining staff from the two datasets were combined. Their characteristics were noted, along with their status in the year in question and their status in the following year.

53. The characteristics that are both statistically and practically significant in effecting promotions and demotions are as follows: gender, age, age2, age3, current status, and subject area. The model allows for different age effects depending on the individual’s current status (the age effect on promotions/demotions for research senior lecturers varies compared with non-research professors, and also between genders). The modelling also indicated that there were different promotion effects for certain combinations of the characteristics (for example, non-research creative arts lecturers have a different promotion profile to other lecturers), and these were allowed for. The modelling provides us with probabilities of having each of the six statuses, given the characteristics of the individual. (These probabilities are not provided in the annex due to data protection issues).

Past status flow rates

54. With this part of the modelling approach, the aim is to estimate which status a staff member had in the previous year, given their current characteristics. For example, given a male chemistry lecturer in a non-research active department, the past status flow rate model could provide the probability that the staff member: 

· was a non-research lecturer in the previous year 

· had been recruited from outside the sector 

· moved from a research-active role, or 

· had been demoted from a higher grade.

55. The approach is similar to the ANOVA model-based one used in the promotion flow rate model (see paragraphs 33-42 ). The principal difference now is that for each individual, last year’s status is the categorical outcome of interest, and the characteristics that affect the outcome probabilities are the current characteristics of the staff member.

56. The model is used to identify where shortfalls in each status should be collected from. For example, if there is a shortage of 13 research professors in subject x then the modelling can tell us to recruit three, and to promote nine senior lecturers and one lecturer. For modelling purposes, we cannot assume the behaviour between the two genders is different. So if a female senior lecturer leaves, we would want to create a new senior lecturer from recruitment or promotion, rather than create a new female senior lecturer. Therefore the modelling adjusts for the following characteristics of the position that needs to be filled: subject area of the position; the grade of the position; and certain interactions between grade and subject area. The complete set of grade and subject area interactions is not included because of sparseness, but a number of significant combinations of the subject area and grade of the empty position are taken into account. For example, the probability distribution for previous status is different when filling law research lecturing positions in comparison to overall subject area and grade effects.

The probability of remaining in the same position is removed, and the other probabilities are scaled so they sum to 1. A similar approach is taken for demotion flows if they are not allowed. For each subject by grade position, the model produces something similar to Table D9. Using this example and the figures given in it, if there was a shortfall of 10 research active physics professors then:

· 0.34 x 10 = three (to the nearest whole number) would be recruited
· 0.01 x 10 = 0 would be promoted from non-research lecturer
· 0.10 x 10 = one non-research senior lecturer would promoted
· 0.22 x 10 = two research active senior lecturers would gain professor status (all from the physics subject area).
Table D9  An example of potential output from the past status modelling
Subject
Status
Probability of position being filled by



New recruit
Not research-active
Research-active




Lecturer
Senior lecturer
Prof
Lecturer
Senior

lecturer
Prof

Maths
Non

research

lecturer
0.62
X
0.05
0.01
0.30
0.02
0.00

.
.
.
.
.
.
.
.
.

Physics
Research professor
0.34
0.01
0.10
0.25
0.08
0.22
X

A stochastic approach

57. All of the modelling processes have a stochastic base. This means that running different simulations with different random number seeds will produce slightly different results. This approach allows standard deviations to be obtained for any parameters of interest (given the assumptions made by the model). The main results reported in this document are the mean of each parameter based on 20 simulation runs. In a perfect world, more simulation runs would be completed but this figure was the most appropriate in the light of time and accuracy issues. Replication analyses have also been carried out to establish the reliability of the results, and the main findings given in this document are very robust. 

58. The following table shows what could be produced for many of the estimated values given in the projection protocols. Table D10 shows the estimated headcounts and the associated standard deviations for subject area recruitment using the recruit-to-maintain protocol. The estimated headcounts correspond to the values given in Annex E, File 2.

Table D10  Results of a sensitivity analysis

Subject area
Required recruitment into


2005-06
2010-11


Headcount
Standard deviation
Headcount
Standard deviation

Allied to medicine
427
21
447
24

Biological sciences
407
18
415
28

Veterinary sciences
79
9
89
9

Physics
153
9
140
13

Chemistry
143
14
129
9

Other physical sciences
118
10
128
10

Mathematical sciences
213
13
192
16

Computer science
302
22
314
19

Engineering
632
18
610
30

Social policy
783
24
799
23

Law
133
10
173
17

Business
429
26
439
18

Languages
377
22
395
15

Humanities
322
16
310
16

Creative arts
317
14
351
14

Education
425
21
394
22

Unknown
11
4
12
4

Grand total
5,271
60
5,337
70

59. It is important to note that the standard deviations are produced from the restrictions placed on each protocol by the model assumptions. They should not be thought of as the standard deviation of the estimate in question based on all other factors varying in the world. Therefore these figures are not saying that we can be 95 per cent sure that the recruitment figures for law in 2005-06 will be between 123 and 143 (133 +/- 2 standard deviations). They just provide a picture of how variable the results are based on these model assumptions.

Sensitivity analysis

60. The projections rely on the estimation of the leaving rates for staff and the appropriate promotion/demotion rates. If the assumptions on which these rates changed then, potentially, the findings and conclusions of the projections could also vary. 

61. A number of sensitivity analyses have been carried out on the modelling. For example, we looked at the effect of changing the data on which the staff turnover rates are estimated. In the projection models, the leaving probabilities for staff are based upon the combination of information on staff leaving in 1997-98 and 1998-99. As can be seen, the leaving rate in 1997-98 was higher than in 1998-99: 4,521 people left in 1997-98 compared with 4,034 in 1998-99 (Annex D, Files 3-5). Table D11 shows the effect on required recruitment for the recruit-to-maintain protocol in 2010-11, using the standard turnover data (combination of 1997 and 1998), leaving rates based only on 1997 data, and rates based on 1998 data.

Table D11

Subject area
Actual Recruitment in 1998-99
Recruitment required in 2010-11

(% increase from 1998-99 recruitment)



Standard data
Based on 1997-98 only
Based on 1998-99 only

Allied to medicine
499
447(-10%)
484 (-3%)
439(-12%)

Biological sciences
511
415(-19%)
438(-14%)
427(-16%)

Veterinary sciences
131
89(-32%)
77(-41%)
96(-27%)

Physics
124
140(-13%)
121(-2%)
109(-12%)

Chemistry
133
129(-3%)
148(+11%)
127(-5%)

Other physical sciences
169
128(-24%)
131(-22%)
122(-28%)

Mathematical sciences
144
192(+33%)
210(+46%)
195(+35%)

Computer science
361
314(-13%)
251(-30%)
269(-25%)

Engineering
498
610(+22%)
645(+30%)
639(+28%)

Social policy
723
799(+11%)
816(+13%)
751(+4%)

Law
148
173(+17%)
153(+3%)
162(+9%)

Business
547
439(-20%)
428(-22%)
433(-21%)

Languages
381
395(+4%)
411(+8%)
383(+1%)

Humanities
329
310(-6%)
298(-9%)
325(-1%)

Creative arts
347
351(+1%)
390(+12%)
311(-10%)

Education
404
394(-2%)
383(-5%)
413(+2%)

Unknown
54
12(-78%)
11(-80%)
13(-76%)

Grand total
5,503
5,337(-3%)
5,390(-2%)
5,212(-5%)

62. The results show that when the 1997 rates are used as a basis for estimating projected turnovers, an overall higher level of recruitment is required in 2010 because 1997 has a higher percentage turnover. Conversely the overall rate based on 1998 only is slightly lower than the rate based on the standard data.

63. This overall pattern is always repeated within each individual subject area. There are several reasons for this: 

· random variation of the simulations (as described in the section above) 

· significantly different leaving patterns for certain subject areas in 1997 and 1998 

· apparent large percentage variations based upon small headcounts.

64. The pattern for subject areas remains relatively consistent for all three analyses, with mathematical sciences and engineering needing the highest changes in recruitment rates. Veterinary science and a number of other areas remain subjects that required a reduced recruitment rate (compared with their 1998-99 figures).  

65. These types of analyses show the relative sensitivities of the conclusions to the initial assumptions. They indicate how important it is for the reader to be aware of what has been assumed for the projections given in the main report.

General data issues
66. The quality of the data improves over time but in 1994-95 the data are thought to be particularly poor. For this report, the results for 1994-95 are given for completeness, but the 1995-96 data are primarily used as the secure starting point for any comparative work.

67. We could examine two types of staff in the projection modelling. These are ‘all –academic’ and ‘core academic’ staff (based on the definitions given in Annex A). In the projection analysis we only examine the core academic staff because records for staff on temporary contracts or at a lower grade than lecturers can be relatively poor. Linking these staff up across years can produce unreliable results, mainly because they tend to move in and out of academic jobs frequently and have very similar characteristics, which could create a high level of false matching. 

68. All projection analyses are based on staff head counts rather than FTEs. 

69. Potentially there are 3x2x41x2x17 = 8,364 different combinations of these five characteristics, and historically not all of them have been seen in the staff data. For example it is rare to see an older computer science professor, as it is a relatively new subject. In some cases only a few occurrences of a certain combination have been seen, and so information can be sparse. This sparseness means that a statistical modelling approach for individuals is required to borrow and share information on similar types of individual.

70. No institutional identifiers are used for staff members because the modelling looks at the HE sector as a whole rather than attempting to model movement at the institutional level. This means that the points at which individuals entered and left HE are the only key issues. Staff transfers between institutions need not be explicitly identified as the individual still remains in the HE system. The inclusion of institutional-level effects would produce an analysis based on very sparse data and would change the focus of the study.

71. For both the trend and projection analyses, any staff member whose subject area is medicine has been removed from the calculations. This is because the HESA database does not hold all the information on medical staff. These staff can be employed on an NHS contract and/or an HE funded contract. NHS contracts will not appear on the HESA record. Large proportions of staff move rapidly and unpredictably between these two types of contract. This means that the leaving and recruitment rates for medicine are unreliable and could produce misleading projections.

Model initialisation

72. Two years’ worth of historical data are applied to set the protocols up, that is, to estimate key parameters and effects of staff characteristics on promotion and leaving rates. The two years used are based on the HESA staff records for 1997-98 and 1998-99. 

73. For each year, a linking process is required to track where each staff member came from and where they went. To create a usable year’s worth of staff information, three years of data are required. So, for example, to study the characteristics of staff in 1998-99, we require information from 1997-98 to discover where the staff came from and information from the 1999-2000 staff record to find out where they went. 

74. We have historical data that go back six years but it would not be prudent to use all of them.. Timely and consistent historical data are needed, and using data that are more than two years old could produce many queries about quality.

75. There is some variation in the historical data. For example, the overall leaving rates vary between the two years we are using. In 1997-98 the leaving rate is slightly higher than in 1998-99 and so our leaving model may be a little pessimistic (more staff are modelled to leave than potentially will). However, the consistency of the data has been checked against the 1999-2000 HESA data, which were received at a late stage in the project.

76. The promotion and demotion rates for each grade and research/non-research type for 1997-98 and 1998-99 were initially examined. After comparing the two years and investigating certain features of these flows more closely, it was noted that a number of unusual flows occurred within these years. This was because one institution changed its salary definitions during this period, which meant that an unusually high number of ‘promotions’ from lecturer to senior lecturer occurred. 

77. These unusual flows were removed so that the modelling is based on more reliable historical data.
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